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Abstract In this paper, we present a new irradiance caching
scheme using Monte Carlo ray tracing for efficiently rendering participating media. The irradiance cache algorithm is
extended to participating media. Our method allows to adjust the density of cached records depending on illumination
changes. Direct and indirect contributions can be stored in
the records but also multiple scattering. An adaptive shape
of the influence zone of records, depending on geometrical
features and irradiance variations, is introduced. To avoid a
high density of cached records in low interest areas, a new
method controls the density of the cache when adding new
records. This record density control depends on the interpolation quality and on the photometric characteristics of the
medium. Reducing the number of records accelerates both
the computation pass and the rendering pass by decreasing the number of queries to the cache data structure (Kdtree). Finally, instead of using an expensive ray marching to
find records that cover the ray, we gather all the contributive
records along the ray. With our method, pre-computing and
rendering passes are significantly speeded-up.
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1 Introduction
Accurately rendering light interactions with participating
media, such as smoke, water, or fire, is key in achieving realistic images. However, computing global illumination in
the presence of participating media is very costly due to the
full three-dimensional radiative transfer equation (RTE) [2].
Solving this equation in a reasonable time is still challenging
and a significant number of methods have been developed to
address this problem (see [1] for an overview). Many existing methods do not account for all the light scattering phenomena within the participating media, i.e. multiple scattering. Their goal is to provide visually pleasant results at a
reasonable computation time. Hereby, we will only mention
physically based methods which simulate both single and
multiple scattering.
To render participating media, the most popular algorithms use Monte Carlo ray tracing because this method is
general, robust, unbiased, and guaranteed to converge to the
exact solution [9, 13–15]. However, it provides results that
suffer from noise which can be removed at a price of high
computation time.
The technique proposed in this paper is based on the irradiance caching algorithm extended to volume. Irradiance
caching was introduced by Ward et al. [20] to speed up
global illumination computations based on Monte Carlo ray
tracing. It has been widely used ever since [10, 12, 18–20].
Indirect illumination is computed for a sparse set of points,
called records, and stored in a cache. Direct illumination is
evaluated using classical techniques (shadow map for point
light sources, Monte Carlo for area light sources), while indirect illumination is computed using a Monte Carlo method
for the records, and interpolation for the other points. In
some applications, direct illumination computation can be
very costly particularly if accurate and physically-based results are required. This is the case of scenes with many area
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light sources of complex geometry and specific photometric characteristics, and presence of daylight (sun and sky).
If light interactions with complex participating media are
added, this computation becomes even more time demanding. In [17], Ribardiere et al. proposed to store direct contributions in the irradiance records, and the shape of the
zone of influence of each record is described by an angular decomposition in 8 pseudo-elliptic zones determined by
8 axes around the record’s position on its tangent plane. The
length of an axis depends on the interpolation quality. For a
better interpolation, new gradients based on a second-order
Taylor’s expansion are defined. This technique increases the
concentration of records in areas where irradiance gradients
are not valid for interpolation purpose. We propose to exploit this technique to render participating media with multiple scattering.
Irradiance/Radiance caching algorithms have rarely been
used for modeling participating media light interactions.
In [7], Jarosz et al. explains how to compute efficiently translational gradients of indirect surface reflectance in scenes
containing participating media. Note that they do not present
a technique for rendering the participating media itself. That
was done in [5], where three volume caches are built: one
for single scattering from lights, another for single scattering from surfaces and the last one for multiple scattering. This allows the system to sample low-frequency components more sparsely. However, the record density is not
controlled and some parts of the participating media can
be oversampled. In addition, to accelerate computation, this
method limits the multiple scattering to three light bounces.
When dealing with participating media, filling the cache
is a three-dimensional problem (two-dimensional for surface
rendering). Many records are needed to fill the space covered by the participating media. In this paper, a method is
presented to control the way records are added to the cache.
The density of the volume records is adapted depending on
the participating media characteristics and the illumination
changes.
There exists also techniques to render participating media based on Photon Mapping [6, 8]. In [6], Jarosz et al. propose a theoretical reformulation of volumetric photon mapping and develop a new photon gathering technique. To each
photon, a sphere of variable radius is assigned based on density estimation. Then, for a ray, photons are gathered (each
photon whose sphere described by its radius is intersected
by the ray) and their contributions added. In case of scenes
containing a large number of light sources, a huge number
of photons is needed, and the gathering pass still is time consuming.
This paper is organized as follows. The background is
presented in Sect. 2. Section 3 introduces the new method.
Then Sect. 4 describes the shape of the influence zone of
volume adaptive records, and Sect. 5 explains how to create

volume records and to control the cache density during the
volume irradiance cache filling. Finally, Sect. 6 presents and
discusses some results before concluding.

2 Background
2.1 Irradiance caching and adaptive records
As said before, we reuse the technique of irradiance caching
based on adaptive records presented in [17] and we extend
it to participating media. For a complete overview of Irradiance/Radiance caching scheme and their improvements,
refer to [11, 12]. For adaptive records, the influence zone
is a surface which lies on the tangent plane associated with
the record position xR and is described by an angular decomposition in 8 pseudo-elliptic zones. The local coordinate
→
→
→
system of the current influence zone (−
u ,−
v ,−
n ) is used to
determine 8 axes around the record position. An influence
zone is then divided into 8 sub-zones, each one being defined by 2 edges and a pseudo-arc. These 2 edges have the
record position xR as endpoint and are aligned with 2 successive axes. Their lengths are defined by a minimum distance to the closest objects detected during the irradiance
computation (using a Monte Carlo ray tracing).
If the influence zone of a record R covers a given point
p then it is not necessary to compute from scratch a new
irradiance value at p. Thus, the already computed irradiance
value of R is used. Let dR be the distance to the border of the
influence zone of record R (defined as a linear interpolation
between d1 and d2 the length of two successive edges). The
contribution of a record R to a point p is weighted by wR
whose expression is:
−1


p − xR 
→
wR (p) =
+ 1−−
np · −
n→
−1
(1)
R
dR
→
where −
np and −
n→
R are the normals at xp and xR . Note
that in the case of volume records, the normal cosine term
disappears and the weighting function becomes wR (p) =
p−xR 
− 1. Let S be the set of records surrounding the point
dR
p:


S = R : wR (p) > 0
(2)
If S is not empty, the irradiance at p can be estimated as

ER (p)wR (p)

(3)
E(p) = R∈S
R∈S wR (p)
where ER (p) is the interpolated irradiance due to the record
R at p. To evaluate strong irradiance changes inside the influence zone, second-order gradients are introduced in [17].
A Taylor’s expansion is used for each axis to interpolate
the irradiance. Between two successive axes, the lighting
change is assumed to be linear.

Adaptive records for volume irradiance caching

2.2 Light transport in participating media
Here, we only consider non-emissive media. For a straight
→
path from x0 to xs , in direction −
ω , that crosses the medium,
the integral form of the RTE [2] is
 xs
→
→
Tr(x  , x)σ (x  )Li (x  , −
ω ) dx 
L(x, −
ω)=
x0

→
+ Tr(x, xs )L(xs , −
ω)

(4)

→
→
where L(x, −
ω ) is the radiance which reaches x along −
ω,

x a point between x0 and xs . Tr is the transmittance:


Tr(x  , x) = e−τ (x ,x)

(5)

where τ is the optical thickness:
 x
κ(x) dx.
τ (x  , x) =

(6)

x

σ is the scattering coefficient. We denote α as the absorption
coefficient and κ = σ + α as the extinction coefficient.
As said before, the RTE is fully three-dimensional due to
the term Li which represents the in-scattered radiance. Li
−
→
depends on the radiance Lin from all incident directions ω
over the sphere Ω around x:

−
→ → in −
→ −
→
→
ω)=
ρ(x, ω , −
ω )L (x, ω ) d ω .
(7)
Li (x, −
Ω

If the medium is isotropic, then

−
→ −
→
−
→
Lin (x, ω ) d ω
Li (x, ω ) = ρ(x)

(8)

Ω

The normalized phase function ρ describes the angular distribution of scattered light at a point x.

3 Overview
Our method proceeds in two passes. The first pass consists
in filling the cache. The volume’s records are created and the
irradiance value and gradients are computed for each record.
In the second pass, the rendering takes place. Algorithm 1
summarizes the method that constructs records along a view
ray r which intersects a medium.
When a view ray r, with an entry point x0 and an exit
point xs , intersects a participating medium (Algorithm 1,
line 2), the records whose influence zone is intersected
by the ray are gathered (line 3). These records have an
adaptive influence zone which will be addressed in detail in Sect. 4. The attenuated and scattered incident radix
→
→
ω ) dx (with −
ω the direction of
ance x0s τ (x0 , x)σ (x)Li (x, −
r) is then evaluated using the records previously gathered
(line 7). This evaluation will be detailed in Sect. 5.1. If no

Algorithm 1 Records_Creation()
1: For all the pixels, a ray r is shot
2: if r intersects a participating medium then
3:
Gather records (influence zone intersected by r)
4:
if No record intersected then
5:
Create n records on r using a uniform probability
distribution
6:
end if
x
→
7:
Lprev ← Estimate x0s τ (x0 , x)σ (x)Li (x, −
ω ) dx
8:
STOP ← false //Stop condition initialization
9:
while STOP = false do
10:
Create n records on r using a progressive probability distribution
x
→
11:
Lcur ← Estimate x0s τ (x0 , x)σ (x)Li (x, −
ω ) dx
12:
if Low variation between Lprev and Lcur OR r is
fully covered then
13:
STOP ← true //acceptable radiance estimate
14:
else
15:
Not acceptable radiance estimate, create additional records
16:
end if
17:
Lprev ← Lcur
18:
end while
19: end if
record is intersected by the ray, n first records are created
on the ray (algorithm lines 4 and 5). n is a user fixed parameter. The position of these new records on the ray is chosen randomly following a uniform probability distribution.
A Monte Carlo method is used to compute the records irradiance. Paths are generated all around the record position.
These paths are used to evaluate the irradiance. If the ray intersects record influence zones, then the ray segments, covered and uncovered by these influence zones, are computed.
If the ray is fully covered, no new records are needed. Otherwise, new records are added along uncovered ray segments
that are randomly sampled (algorithm line 10). A weight is
associated with each uncovered segment. These weights are
used to choose the segment where a new record will be created (see details in Sect. 5). Finally, a new radiance value
is computed (Lcur at line 11) and compared to the previous
radiance estimate (first condition at line 12). If a strong variation is detected between these two values (see Sect. 5.3),
the process is repeated and new records are added. Indeed,
a strong variation implies a refinement of the radiance estimate by using new records.

4 Adaptive volume records
We consider that participating media can contain any opaque
object. As in [17], we make the observation that adapting the
influence zone of a record to the rate of illumination changes
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Fig. 2 Discretization in triangles and sub-triangles of the curved surface boundary of the influence zones. P  is on the surface boundary
computed using the barycentric coordinates in the triangle S1 S2 S3

Fig. 1 18 axes (in purple) define the influence zone of a record

yields better visual results at the cost of an increased number of records [10]. In other words, in the case of spherical volume records, this adaptation (consisting in reducing
the length of the sphere radius) would dramatically increase
the cache density. This is because the reduction is the same
for all directions around the record. Another consequence of
using a spherical influence zone can be noticed in areas of
high geometric frequencies. For example, when a record is
close to an object (a wall), the concentration of records may
get very high in these areas. Our goal is to extend the twodimensional adaptive shape of the records presented in [17]
to participating media, to avoid increasing the cache density
near solid objects. This adaptive shape is controlled by the
amount of illumination changes as explained hereafter.
To avoid the problems stated above, the ideal influence
zone of a record should be approximated by a deformed ellipsoid. But this shape cannot be computed exactly. Similarly to [17], we propose to approximate this shape through
a discretization of eighteen axes around the record’s po→
→
→
sition R using the global coordinate system (−
x ,−
y ,−
z ).
Each axis has the record position R as endpoint and a length
defined by the minimum distance to the closest solid objects. As depicted in Fig. 1, eight axes are determined on
→
→
the plane (R, −
x ,−
y ). The angle between two successive
−
→
→
π
axes is equal to 4 . Two axes are defined by −z and −
z.
Four others are (1, 0, 1), (0, 1, 1), (−1, 0, 1), and (0, −1, 1),
and the last four are (1, 0, −1), (0, 1, −1), (−1, 0, −1), and
(0, −1, −1).
The discretization of the boundary surface of the influence zone is shown in Fig. 2. We use a decomposition in 8
→
→
→
→
→
triangles using 6 axes defined by −−
x,−
x , −−
y,−
y , −−
z
−
→
and z . Each of these 8 triangles is discretized into 4 subtriangles with the other 12 axes. For all point P  lying on
−−→
the boundary surface, the vector RP  intersects one of the
8 triangles and one of the 4 sub-triangles (see Fig. 2). For
−−→
example, the triangle S1 S2 S3 is intersected by RP  at P  .
S1 , S2 , and S3 are the endpoints of three of the 18 axes k1 ,
k2 , and k3 . The curved surface is described by an interpolation using the barycentric coordinates U , V , and W in this
triangle:
−−→
−−→
−−→
−−→
RP = RS1 U + RS2 V + RS3 W

(9)

and we make the approximation P   P  (see [16] for more
details on computing U , V and W ).
To detect if a point P lies within the influence zone of a
record R, we first test if P is inside the bounding sphere of
the influence zone. This sphere has a radius dkmax where kmax
is the longest axis length. If this test fails, P lies outside the
zone. Otherwise, another test is done to check if P is inside
−→
the influence zone. Indeed, the vector RP is used to find the
−−→
−→
point P  on the surface boundary. If |RP | < |RP  | then P
is inside the influence zone of R, otherwise P is outside.
Assuming that P is inside the influence zone of R, the
goal is to interpolate the irradiance at P provided by R. This
interpolation uses the second-order Taylor’s expansion introduced in [17] to compute the irradiance along each axis
of the influence zone. In general, P lies between 3 axes (as
we are in a 3D space). Three intermediate irradiance values
are interpolated on each of the 3 axes, for example k1 , k2 ,
and k3 . Similarly to [17], we assume that the lighting change
is linear between these 3 axes. The final irradiance at P due
to R is evaluated by a linear interpolation thanks to these
3 values and barycentric coordinates U , V , and W . Rotational gradients are not useful in the case of volume adaptive
records. The size of zones is then adjusted depending on the
irradiance changes as in [17] by controlling the interpolation
for each axis.
Computing gradients can be achieved by making use
of the equivalent point light sources described in [17]. An
equivalent point light source (called EPLS from now on) is
considered as a secondary point light source located at the
intersection point between a ray sample (generated from the
record position R) and the scene or at a point of the participating medium randomly generates by a Monte Carlo path
tracing (see Fig. 3). The radiance of an EPLS arriving at R
will be reused for another point p close to R to evaluate the
irradiance at p without tracing new rays. This allows to significantly speed up the method. For a point p on an axis k of
the record R, the irradiance is given by
E(p) =

1
N

N

−
→
Lin
i (p, ωi )VT (xi , p),

(10)

i=1

−
→
where ωi is the direction from the EPLS i to p, VT (xi , p) =
V (xi , p)τ (xi , p), V (xi , p) representing the visibility be-
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Fig. 3 3 types of equivalent point light sources (EPLS)

tween the position xi of the EPLS i, and p. Each point
within the participating medium can be illuminated by 3
kinds of EPLS: primary EPLS, secondary EPLS from surfaces and secondary EPLS from volume generated by path
tracing, as shown in Fig. 3.
Figure 4 shows the results of 3 methods for a Cornell
box scene and a homogeneous medium. The first two methods use records with a spherical influence zone determined
with the minimum distance [18] and the harmonic mean
distance [20] to the closest objects. The third method uses
our adaptive record method. We can see a large gain in the
total number of records with our volumic adaptive record
method (2,803 records against 24,589 and 4,255 records) for
an equal visual quality results. The computation time is proportional to the number of records so the adaptive records
method is more efficient.

Fig. 4 The Cornell box with an homogeneous and isotropic medium
(σ = 0.225 and α = 0.225)

5 Adaptive volume cache filling
Recall that the irradiance cache method is view-dependent.
For each pixel, a view ray going through the participating
medium is traced and an associated radiance is calculated as
a sum of the contributions of a certain number of points lying on the ray (called control points hereafter). These control
points result from the intersection of the ray with the influence zones of records. But how and where to create these
records. It may happen that parts of the medium do not require too much computing precision, then less records are
needed (because of a low radiance, high absorption by the
medium, etc.). On the other hand, in some cases, if records
are not added carefully, then some important parts of the
participating medium may not be covered by record influence zones, which could result in artefacts. To address this
problem, we propose a technique which controls the cache
density as well as the interpolation quality when adding new
records. The idea is to choose more carefully where to create
new records while ensuring a good interpolation quality.
As shown in Fig. 5, the goal is to compute the scattered
radiance within the medium expressed by the first part of the
RTE (4). Furthermore, a high density of records in zones of
low interest should be avoided. New records are added on

Fig. 5 A corridor with a heterogeneous medium and 5 light sources:
→
the orange curve represents Li (x, −
ω ) and the green curve is the radi−
→
→
ω . It is not necessary to cover all
ance Tr(t0 , x)σ (x)Li (x, ω ) along −
the ray with records especially after 7 meters where radiance is very
low. The unit for both graphics is the cd m2

a view ray crossing the medium between x0 and xs . These
new records are created on the ray segments not covered by
the influence zones of the already computed records (if no
influence zone is intersected, then there is just one segment
x0 xs ). A first radiance estimate (accounting for attenuation
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using a trapezoidal method:
 xs
→
→
ω)=
τ (x0 , x  )σ (x  )Li (x  , −
ω ) dx 
L(x0 , −
x0

→
+ Tr(x0 , xs )L(xs , −
ω)
n−1



→
→
Ltrap (xi , −
ω ) + Tr(x0 , xs )L(xs , −
ω)

(11)

i=0

where n is the number of trapezoids along the view ray di→
→
rection −
ω and Ltrap (xi , −
ω ) the area of the trapezoid i.
5.2 Records addition control

Fig. 6 The process of adding new records: the red curve represents
→
Tr(t0 , x)σ (x)Li (x, −
ω ) (its integral is what we want to compute). The
first step consists in gathering existing intersected records. Using these
records and the intersection points, a first radiance estimate can be evaluated (the green curve). The next steps will add records on the uncovered segments. A new radiance value is estimated and compared to the
previous estimate. The green trapezoids represent the integral defined
on the uncovered segments and the gray ones on the covered segments

and scattering through the medium) can be computed using
these intersected records (this estimate value is 0 if there are
no intersected records). A second estimate is evaluated after
the addition of new records and then compared to the first
estimate value. This process is illustrated by Fig. 6.
5.1 Record gathering, ray coverage and radiance estimate
Gathering records requires to compute the intersection be→
tween a view ray r of direction −
ω and the influence zones
of the records lying along the ray. These intersection points
cannot be computed exactly, rather a dichotomic process is
used to approach these intersections (see [16] for more details).
Given the coverage of the ray by influence zones, the
radiance scattered and attenuated through the medium can
be estimated as explained hereafter. Each intersection point
becomes a control point for which it is possible to compute the radiance Li using interpolation (3). A third control
point is used between the entry point and the exit point for
each record’s influence zone. Between two control points,
changes in radiance are supposed to be linear (see Fig. 6).
The radiance integral of the obtained curve is approximated

Before adding new records, the records whose influence
zone is intersected by a view ray are gathered, then the associated control points are determined. If no record is gathered, there are just two control points, x0 and xs , with radiance value 0. These first control points together with their irradiance values define what we call the previous state of the
estimate. If necessary, new records are added only on segments of the ray not covered by the influence zones of the
existing records, consequently new control points are created. These new control points are inserted into the previous
state (the blue parts of the curves of Fig. 7). Their irradiance values are estimated with a linear interpolation using
the control points of the previous state. The previous and
current states have the same number of trapezoids and they
can be easily compared. This process is illustrated by Fig. 7.
The uncovered segments, along which new records are
created, are determined as follows. It is more interesting
to refine the radiance computation on segments where the
variation of the radiance estimate (computed between two
successive records additions) is strong. We define a discrete
probability distribution pd to select the uncovered segments
as candidates along which new records will be created. This
pd depends on the variation of the radiance estimates. A covered segment will have 0 as probability, while the probability of the uncovered segments depends on the difference
between the current and previous radiance estimates. If we
consider the trapezoid i defined between xi and xi+1 , its
probability Pdiff is given by
| Ltrap (xi )|
Pdiff (i) = n−1
k=0 | Ltrap (xk )|

(12)

where n is the number of trapezoids and Ltrap (xi ) the difference between the current approximate integral of the raprec
→
−
→
cur (x , −
diance ltrap
i ω ) and that of the previous ltrap (xi , ω ) for
the trapezoid i. The pd is updated before each record addition. However, a segment may have a null probability if it
has never been chosen during the previous record addition.
It will not be chosen later. To solve this problem, a constant
part is added to the probability by taking into account the
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Fig. 7 Control of record addition: first, a probability distribution pd is
built. Probabilities depend on the radiance estimate for each uncovered
segment (the green trapezoids). Then, for each green trapezoid (the in-

tegral radiance estimate on the uncovered segments), the previous and
current radiance estimates are compared (called trapezoidal analysis in
the figure) then the pd is updated

Fig. 8 Influence of χ for a view ray crossing the medium (distance in abscissa). The green curve is the reference and the blue curve is the estimate
x
→
ω ) dx. The number of records created is also given
of xes τ (xe , x)σ (x)Li (x, −

current approximate integral of the radiance. The complete
probability P for the trapezoid i is then
−
→
Lcur
trap (xi , ω )
P (i) = γ Pdiff (i) + (1 − γ ) n−1
−
→ ,
cur
k=0 Ltrap (xk , ω )

to be added. More precisely, if
L=

(13)

where γ ∈ [0, 1] is a parameter set by the user. If γ < 0.5,
the probability of a segment will be mainly due to the current estimate of the approximate integral of the radiance.
New records will have more chance to be added on the segments for which the radiance estimate is high. Experiments
showed that with γ = 0.5 we obtained good results in terms
of record distribution and convergence of the method.
Once a segment Ii is sampled using the above pd, a new
record position xp is computed randomly on the segment
Ii : xp = xi + α.(xi+1 − xi ), where α ∈ [0, 1] is a uniformly
distributed random variable.
5.3 Radiance variability test
Once a set of n records have been added (see Algorithm 1),
a radiance variation test allows to decide if new records have

→
→
ω ) − Lprec (x0 , −
ω)
Lcur (x0 , −
≥ χ,
→
L (x , −
ω)
prec

(14)

0

→
ω ) is the curthen new records have to be added. Lcur (x0 , −
−
→
rent radiance estimate and Lprec (x0 , ω ) the previous one. χ
is a threshold set by the user to control the accuracy of the
approximation.

6 Results and discussion
Let us call CANR, our method of controlling the addition
of new records along a view ray. First, we want to validate
the behavior and the precision of CANR. The precision depends on the threshold χ introduced in Sect. 5.3. When χ
tends to 0, CANR tends to fully cover a view ray crossing
the participating medium. On the other hand, when χ increases, few records are created and thereby artifacts appear
in the rendered images. We want to test the influence of the
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Fig. 9 The corridor scene with a heterogeneous medium: the goal
was to obtain the same visually quality results for VPM, BRE, and
our method. PT was tuned to take the same time as our solution. The

leftmost picture shows the corridor scene configuration without smoke
and the used point of view drawn in red

threshold χ on the precision of the estimate of the attenx
→
uated and scattered radiance x0s τ (x0 , x)σ (x)Li (x, −
ω ) dx.
The results shown in Fig. 8 have been obtained for the corridor scene described in Fig. 5. The plots show the parts of the
ray covered by the record influence zones (in pink) and the
estimate of the radiance variation along this ray (the blue
curves). This estimate is compared to a reference solution
(the green curves) computed with the most accurate possible path tracing method. The number of created records
is also given. The first thing to see is the influence of the
threshold χ on the number of records created and on the
precision of the radiance estimate. The smaller χ , the more
accurate the method. The second point is the record distribution along a ray. The records are concentrated on parts of the
ray where the radiance value and the radiance variation are
strong. Even for a low threshold, the ray is not completely
covered while the precision is still good.
Our method has also been compared to three existing
methods: a Path Tracing solution (called PT from now on),
the original Volume Photon Mapping method [8] (called
VPM) and the Jarosz et al. Beam Radiance Estimate solution [6] (BRE). All the results have been obtained without
any restriction on the number of light bounces. The photometric quantities are represented by spectra of 40 wavelengths. The light sources and their photometric features are
defined by IES (Illuminating Engineering Society of North
America) and stored in specific files (see standard [4]). All
the methods that are compared to ours have been integrated
into the same renderer. The smoke model has been computed
with a physically based simulation used in the fire safety domain.
The results for the corridor scene are presented in Fig. 9
and the rendering statistics are given in Table 1. The picture
has a 800 × 800 pixels resolution. The illumination on surfaces is computed using irradiance caching [17]. In Fig. 9,
we tuned the parameters of the methods so that all the methods provide same visual quality results. Only the PT has
been tuned to take the same time as that of our method. We
can see the noisy result obtained with this method. Due to

Table 1 The rendering statistics for Fig. 9. The first pass corresponds
to the photon tracing pass for VPM and BRE and to the cache filling
pass for our method
VPM

BRE

Our method

≈ 3, 5M photons

2234 records

First pass

5m

55 s

6m

10 s

1 h 15 m 11 s

Rendering

4h

43 m

2h

42 m

7 m 37 s

Total time

4h

49 m

2h

49 m

1 h 22 m 48 s

Table 2 Rendering statistics for Fig. 10
VPM

BRE

≈ 201000 photons

Our method
1131 records

First pass

1 m 25 s

1 m 26 s

7 m 37 s

Rendering

10 m 15 s

12 m 21 s

3 m 20 s

Total time

11 m 40 s

13 m 47 s

10 m 57 s

the scene complexity (see the left picture, Fig. 9), a high
number of photons has been emitted for VPM and BRE (both
methods used the same photons map). The rendering pass is
very time consuming for these methods. Although the first
pass is longer, our method is two times faster than the BRE.
This is due to our method rendering pass which only consists
in gathering records and interpolating.
We compared the results obtained with each of the three
methods (VPM, BRE and our method) with a reference result. The results are given in Fig. 10 for the ashtray scene.
The rendering statistics are given in Table 2. The second row
of Fig. 10 shows false color pictures which code the relative
difference (in terms of radiance) obtained with the reference
solution. The methods were tuned to take approximately
the same simulation time (slightly faster for ours). The visual quality of the images provided with the three methods
seem similar. However, the mean relative differences show
that our method is more accurate.
Figure 11 shows two results obtained for the villa Arpel
scene under two different lighting conditions. For the indoor
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Fig. 10 Results obtained in the ashtray scene. The relative difference scale (in terms of radiance) is given in the bottom leftmost image. The mean
relative difference is given under the second row

7 Conclusion and future work

Fig. 11 Two results obtained on the villa Arpel scene

point of view, the scene is illuminated with artificial lighting
only. The smoke is a heterogeneous participating medium.
The second picture corresponds to outdoor lighting. The participating medium is fog. The lighting conditions mix complex artificial light sources with a morning clear sky for daylighting conditions obtained with a standard CIE sky model
(see CIE standards in [3]).

We have presented a new method based on the irradiance
caching scheme to accurately render participating media.
The volumic adaptive records are used and give a better evaluation of the strong irradiance changes and allow us to store
both indirect and direct contributions in the record structure.
Another contribution is the control of the volume cache density depending on the participating media characteristics and
on the radiance changes within the medium. The less interesting areas of the volume will be less covered by records.
The computation precision is concentrated in the more contributive areas. The results analysis showed that our method
can be used in case of complex environments with lighting conditions hard to simulate with other methods. The
obtained precision is higher than that of existing methods
based on the Photon Mapping scheme, and the computation
time is lower.
Currently, our method is limited to isotropic participating media. The extension of our method to anisotropic media would require few adaptations and most of the concepts
presented here remain valid. Irradiance will be replaced by
radiance which will be projected onto a base of functions
such as spherical harmonics. However, this extension would
be memory demanding (40 wavelengths) and limited to low
frequencies phase functions. Limiting the memory storage
and extending the method to high frequencies phase functions sill is challenging. This is the subject of a future work.
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